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Abstract- The Monterey Ocean Observing System (MOOS) 

moored observatory hosts tens of instruments on multiple 
networked nodes distributed over the sea surface, water column, 
and seafloor. Commands and data are exchanged between 
instrument nodes over high-speed copper and fiber-optic links at 
10 Megabits per second using TCP-IP protocols. Science and 
engineering instruments on each node acquire and log data at 
various rates; the current deployment of five instrument nodes 
logs tens of Megabytes of data per day. Approximately 5 
Megabytes per day of telemetry is required to provide a subset of 
science data and system status information. The surface node 
periodically establishes a PPP connection to shore using the 
Globalstar satellite system, providing a link for remote system 
control, maintenance, and telemetry retrieval. Telemetry 
retrieval is particularly challenging, given the capacity and cost 
of the 7800 bits per second communications link. The challenge is 
compounded by limited satellite availability, wave-driven motion 
of the surface buoy antenna, and occasional outages of hard-
wired network connections between nodes. To address these 
issues, we have developed software strategies to manage the low-
bandwidth satellite link in a highly efficient manner. Elements of 
our telemetry retrieval strategy include use of data 
summarization algorithms, PPP compression, multi-threaded 
utilization of the satellite link, optimized data packet size to 
reduce protocol overhead, and assertive reconnection of 
prematurely disconnected satellite links. We discuss the 
efficiency and trade-offs of various approaches, as well as overall 
observed improvements in telemetry rates. Our current 
implementation is capable of retrieving at least 10 Megabytes of 
telemetry per day, and we discuss further improvements which 
could substantially increase that rate.  

I. INTRODUCTION 

The Monterey Bay Aquarium Research Institute (MBARI) 
recently deployed a state-of-the-art ocean observatory in outer 
Monterey Canyon. The Monterey Ocean Observing System 
(MOOS) is a multidisciplinary moored science network that 
includes interconnected instrument nodes on the sea surface, 
throughout the water column, and on the seafloor. MOOS 
utilizes low Earth orbit satellites to provide a near real-time 
network link between the at-sea system and shore. The 
satellite link provides a two-way channel for controlling and 
configuring instruments as well as telemetry retrieval. The 
current MOOS deployment consists of three near-surface 
nodes and two deep seafloor nodes that collectively host more 
than 30 instruments. When deployed in the summer of 2006, 
these instruments were configured to generate a total of 
approximately 4.5 Megabytes of science and engineering 
telemetry per day. However during late 2006 it became clear 

that on average the MOOS shore-side system was able to 
retrieve only about 2.5 Megabytes per day, resulting in a 
serious telemetry backlog of 2 Megabytes per day. Early 
analysis showed that some of the poor telemetry system 
performance was caused by bugs and inefficiencies in 
MBARI’s software, and thus could be repaired in a 
straightforward manner. However we also discovered that 
serious faults were occurring in components that are 
physically inaccessible to us and beyond our control, 
including hardware located in the deep sea and in Earth orbit. 
Our initial system design did not anticipate these kinds of 
failures. This paper describes our new, fault-tolerant telemetry 
system design and implementation for MOOS. 
 

A. NETWORK DESCRIPTION 
The MOOS network architecture can be divided into the at-sea 
network, the Globalstar satellite system, and the on-shore 
components (Figure 1). As described in [1], standard Internet 
TCP/IP protocols are used throughout the MOOS network, 
providing robust industry standard software infrastructure and 
utilities.  
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FIGURE 1.  SCHEMATIC OF MOOS NETWORK ARCHITECTURE 
 
At-sea network 
The at-sea MOOS network consists of instrument nodes 
connected to one another by a hard-wired network, which can 
include optical as well as copper cables. Each node’s micro-
processor runs Software Infrastructure and Applications for 
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MOOS (SIAM) [1]. SIAM is implemented in the Java 
language, and utilizes Java Remote Method Invocation (RMI) 
protocol on top of TCP/IP. RMI allows an application to make 
a function call across a TCP/IP network. SIAM acquires and 
logs instrument data, manages node power consumption, 
supports network operations between nodes, and provides an 
interface for telemetry retrieval by shore-side elements.  Many 
of these functions are performed on a user-specified activity 
schedule maintained by the node.  Each node hosts multiple 
science and engineering instruments, and maintains a series of 
data logs, one for each instrument. The node samples each 
instrument in accordance with the node’s activity schedule and 
writes the resulting data and metadata to the corresponding 
instrument log. The instrument logs are later accessed across 
the satellite network by the on-shore portal component (Figure 
1) during the telemetry retrieval process.  
 
The at-sea network includes a single “primary node” on the 
sea surface; all other nodes are designated as “subnodes”.  The 
primary node has an attached Globalstar satellite modem with 
omni-directional antenna, and periodically establishes a 
network link with shore via satellite. The primary node 
maintains an address list of all its subnodes. 
 
The nodes implement a power management scheme to 
conserve energy.  When no activities are scheduled in the 
immediate future, the node sets a hardware alarm and goes 
into low-power idle state. The alarm will wake the node (i.e. 
bring it out of low-power state) in time to perform the next 
scheduled activity. Each node includes a custom network 
interface card, known as Medusa. In addition to its routing 
function, the Medusa can wake its associated node when it 
receives a special “wakeup” packet.  The Medusa itself is 
always active, routing packets, and looking for wakeup 
messages designated for its attached node. The wakeup 
message may be initiated by other nodes on the network, or by 
on-shore components via the satellite network. Telemetry can 
be retrieved from a node only when it is awake. 
 
Globalstar 
The Globalstar satellite system provides a periodic TCP/IP 
connection between the at-sea and on-shore networks, using 
standard Point-to-Point Protocol (PPP). The Globalstar space 
segment consists of forty satellites at an altitude of 
approximately 900 kilometers, in orbits inclined 52 degrees to 
the equator.  The system utilizes a bent pipe architecture; a 
connection can be established to a remote Earth site if the 
routing satellite is in view of both the site and a Globalstar 
“gateway” within the ground segment. The Globalstar ground 
segment routes connections between users and remote sites 
through the public switched telephone network.   
 
The Globalstar architecture provides several benefits to 
MOOS.  The satellite orbits are low enough such that a 7800 
bits per second link can be established through the simple 
omni-directional antenna on the primary node’s satellite 
modem. The orbital inclination and ground-station locations 

provide service to many coastal and some mid-ocean regions. 
In principle the number of satellites in the constellation 
provide a connection “on demand”, although the Globalstar 
system is currently experiencing serious problems that 
severely limit connection opportunities. 
 
On-shore network 
The on-shore portal workstation receives incoming Globalstar 
connections (initiated by the at-sea primary node) through an 
attached modem, and establishes the on-shore end of the PPP 
connection.  The portal application running on the host detects 
the connection and then retrieves telemetry packets from each 
instrument log on all of the at-sea nodes, as described in more 
detail below. As packets are retrieved, the portal saves them to 
disk and distributes them to the MBARI Shore Side Data 
System [4].  

B. GENERAL DESCRIPTION OF TELEMETRY RETRIEVAL ALGORITHM  
The at-sea primary node initiates a satellite connection to 
shore at regularly scheduled intervals, and the on-shore portal 
responds to the connection by requesting the latest telemetry 
from the at-sea nodes. The process can be summarized as 
follows: 
 
1. The primary node powers on the satellite modem and 

issues commands to establish a PPP connection with the 
on-shore portal through the Globalstar space and ground 
segments and the public telephone network. 

 
2. When the portal detects a PPP satellite connection, it 

establishes a SIAM “communications lease” with the 
primary node. The lease tells the primary node that the 
modem should be kept powered until such time as the 
shore terminates the lease or the lease expires.  

 
3. The portal performs a few housekeeping operations on the 

node by synchronizing the node clock with shore, and 
resetting the node’s communications watchdog timer (the 
watchdog will reset the node if communications with 
shore are lost for 24 hours).  

 
4. The portal requests all un-retrieved packets from each 

instrument on the node. As packets are retrieved, the 
portal logs them to disk and distributes them to the 
MBARI Shore Side Data System. 

 
5. The portal retrieves the list of subnode addresses from the 

primary node. The portal then performs the following for 
each subnode:  

 
a. Sends a wakeup message to the subnode  
b. Establishes a communications lease with the subnode. 
c. Performs steps 3 and 4 on the subnode 

 
 
These steps are an outline of the telemetry retrieval procedure; 
we describe some of these in greater detail below. 
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II. MODEL AND PERFORMANCE METRICS 

The following simple model is by no means a rigorous 
description of all telemetry system aspects, but helps us 
understand, describe and predict system performance. We 
define backlog B as the number of bytes that have not yet been 
retrieved to shore. The backlog represents the balance of data 
logged onboard the nodes against the data retrieved to shore 
over the satellite telemetry link.  The goal of our telemetry 
system design is to maximize data acquisition and retrieval 
while minimizing backlog. 
 
We define the data logging rate L as the number of telemetry 
bytes acquired and logged aboard the at-sea nodes by all 
instruments per unit time. Over some time interval ∆T, 
assuming constant L, and assuming several satellite 
connections, the backlog will increase by amount ∆B, given 
by: 
 
                      ∆B/∆T = L - Σ (Rc ∆tc)/ ∆T          (Equation 1)          
 
where the summation is over discrete satellite connections. Rc 
is the connection data rate, i.e. the actual number of payload 
data bytes (not including protocol bytes) transferred divided 
by the connection duration ∆tc. If logging rate L exceeds the 
sum of data telemetered over a given time period, backlog 
obviously increases and the system is in a backlogged state. 
Backlog can be reduced over a given period only if the sum of 
data telemetered exceeds the amount of data logged during 
that period. If the logging rate is equaled by the sum of data 
retrieved, then ∆B/∆T = 0 (the amount of backlog neither 
increases nor decreases) and the system is in steady state.   
 
Logging rate L is determined by the instrument acquisition 
schedules, and is of course configurable. The connection data 
rate Rc depends on many factors, including the Globalstar link 
protocols, TCP/IP, Java RMI, and the algorithms used by the 
portal and node software. Connection duration depends both 
on SIAM algorithms and Globalstar; our software will 
terminate a connection when finished retrieving data, but a 
connection will also break when satellites become unavailable.  
Likewise the number of connections (terms in the summation) 
depends partly on SIAM (e.g. the primary node attempts to 
connect every 20 minutes) but also on satellite availability.  
 
In the case where connection data rate is constant across all 
connections during ∆T, Equation 1 can be further simplified to: 
 
                         ∆B/∆T = L – f RF           (Equation 2)      

 
where RF is the fixed connection data rate and f is the 
connection duty cycle, or fraction of time the link is actually 
connected. The design features described in this paper are 
focused on maximizing connection data rate and connection 
duty cycle (within power and satellite cost constraints) to 
match high data acquisition rates, such that backlog growth is 
zero on average.  
 

Metrics were developed to characterize the performance of the 
telemetry system, and to provide a baseline against which 
proposed system improvements could be quantitatively 
evaluated (Table 1). Defining suitable diagnostic metrics 
requires care. The metrics must be sufficiently independent 
from one another to enable analysis of distinct system 
characteristics. Note that two of these metrics – connection 
data rate and connection duty cycle – also appear in our model 
Equation 2. Finally, note that not all system components can 
be instrumented to provide metric data.  
 

TABLE 1.  KEY TELEMETRY METRICS AND VALUES BEFORE 
UPGRADE 

Metric Definition 
Before upgrade 

(backlogged, at sea) 

Connection data rate 

Payload data bytes 
retrieved during 

connection divided by 
connection duration 

 
3956 bps  

Daily data rate Payload data retrieved 
per day 

 
~2.5 MB/day 

Connection duty cycle Fraction of time satellite 
link is connected 

 
15% 

Payload fraction Payload data as fraction 
of total bytes received 

 
~53% 

Read duty cycle 
Fraction of time data is 
being retrieved during a 

connection 

 
26% 

 
 
The metrics shown in Table 1 are computed from data 
captured at the shore-side portal, using instrumented software 
components that monitor connection state, data throughput, 
protocol volume, and other parameters. In addition to the key 
metrics, additional measurements were made within the 
system when focusing on specific problems and solutions. For 
example, the at-sea primary node’s Qualcomm Globalstar 
modem provides information about signal strength and 
hardware status.  The service provider is also able to supply 
some information on area coverage and outages.   
 
The Linux kernel and pppd (PPP daemon) on both the portal 
and at-sea primary node provide some visibility and control 
over portions of the network protocol stack. Information about 
when connections are made, how long they last, how much 
data is transferred, compression algorithms, and some 
connection failure modes may be obtained from the pppd log 
files.  
 
To simulate the data production and topology of the deployed 
system, a duplicate MOOS network was set up in the lab, 
using a combination of actual and simulated instruments. The 
simulated instruments were configured to produce binary or 
ASCII data streams, approximating the volume and 
composition of the data streams produced by the deployed 
system. The duplicate MOOS network used a spare Globalstar 
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modem mounted on the roof to communicate via satellite with 
an instrumented portal in the lab. This lab test-bed proved 
very useful in understanding telemetry system performance 
and verifying alternate telemetry retrieval algorithms. 
 
 

III. INITIAL MEASUREMENTS AND OBSERVED PROBLEMS 

Following deployment of the MOOS benthic node in 
November 2006, we found that portal telemetry retrieval 
consistently failed to keep up with at-sea data generation rate; 
the system was in a state of continually increasing backlog. 
Key metrics values for November through December 2006 are 
shown in the third column of Table 1.  The five at-sea nodes 
log approximately 4.5 Megabytes of science and engineering 
telemetry per day, yet the portal only retrieved about 2.5 
Megabytes per day. Further analysis showed that software 
bugs and failures in various parts of the system significantly 
contributed to the shortfall, and yielded some key observations: 

 
• Globalstar problems; the average connection duty cycle of 

only 15% reflected frequent failure to establish  a satellite 
connection, despite the presence of Globalstar satellites 
overhead. Fewer than half of connection attempts by the 
primary node resulted in a connection. These observations 
are consistent with a brief filed by Globalstar 
Incorporated with the US Securities and Exchange 
Commission in January 2007, stating that its satellite 
constellation was experiencing a rapid degradation. S-
band antenna amplifiers onboard the satellites are 
apparently being damaged by radiation exposure [2].  

 
• Many attempts by the on-shore portal to wake up sleeping 

subnodes for telemetry retrieval failed; this problem was 
traced to a design flaw in the Medusa network interface 
cards. The portal incurred very long timeouts from non-
responsive subnodes, leading to low data throughput and 
increasing backlog.  

 
• We measured a connection data rate of about 4000 bits 

per second, considerably lower than the raw bit rate of 
7800 bits per second supported by the Globalstar link, 
suggesting high overhead within our system.  Sources of 
overhead include protocols (TCP/IP, PPP, software 
compression, RMI) and delays due to PPP timeouts, 
application timeouts, algorithm design, satellite and 
ground segment latencies. 

 
• Consistently low “read duty cycle” values indicated that 

the portal was not efficiently using the limited satellite 
connections to actually retrieve data. 

 
It is clear that bugs in MBARI software – at-sea and on-shore 
– caused some of our problems. Some faults are beyond 
MBARI’s control, however, especially the degradation of the 
Globalstar satellite constellation. Moreover, the project was 
not able to immediately address flaws in the Medusa network 

interface cards. We have therefore implemented a more robust 
software design, employing defensive coding and ‘fail-fast’ 
design philosophy, to more efficiently use the limited 
available satellite connections.  
 
 

IV. SOLUTIONS 

A.  ALTERNATIVE NETWORK PROTOCOLS, PACKET AGGREGATION, 
SERIALIZATION 

To investigate the efficiency of the protocols a series of link 
benchmark tests were conducted.  These standalone tests were 
designed to isolate just the data transfer portion of our system, 
using various alternative methods and protocols for 
transferring actual data objects, first over a 9600 bits per 
second direct serial link, and then over the actual Globalstar 
satellite connection. 
 
The following parameters were identified as possibly affecting 
the observed data throughput rate: 
 
• Protocol overhead; we suspected that Java RMI protocol 

was adding significant overhead, and that we might get 
higher efficiency by transferring the serialized data 
objects over a raw TCP/IP socket interface. 

• Compression; we hypothesized that instead of relying on 
the built-in compression from PPP, we might do better by 
pre-compressing the data objects using Java’s 
implementation of loss-less “gzip” compression. 

• Serialization; in order to transfer objects, Java has to 
“serialize” them by adding information about the object 
data structure and member variable names to the data 
stream. 

• Aggregation; for efficiency, we send data packets (objects 
of type DevicePacket in our architecture) as sets of 
packets from the same instrument.  These aggregates are 
called DevicePacketSets.  We hypothesized that we might 
experience efficiency gains by aggregating packets into 
larger sets. 

 

Tests 
The first test was conducted over a 9600 bits per second 
directly-connected serial line, and compared RMI protocol to 
raw TCP/IP sockets, with the variant of either pre-
compressing via the gzip compression algorithm or relying 
solely on PPP compression.  The results, shown in Table 2, 
were surprising. 
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TABLE 2.  SOCKET VS RMI, COMPRESSED AND UNCOMPRESSED; 
SECONDS TO TRANSFER 1000 PACKETS (150 BYTES/PACKET) 

Method 10 pkts/set 
Uncompr. 

100 
pkts/set 

Uncompr. 

10 pkts/set 
Compress. 

100 
pkts/set 

Compress. 

RMI 63.1 47.0 143.6 66.2 

Socket 68.5 47.3 142.0 66.9 

  
1. Using raw sockets is actually slightly less efficient in 

general than RMI.  It appears that Java RMI does a very 
good job at optimization; enough to overcome the 
additional overhead in its protocol. 

2. Pre-compressing using gzip greatly decreases the transfer 
efficiency.  We hypothesize that this is due to the fact that 
PPP is a streaming compression method which can build 
up its compression dictionary across adjacent objects; 
whereas if we compress individual DevicePacketSets 
using Java’s gzip library, each one must contain the 
compression dictionary.  Note that the penalty for using 
gzip gets smaller with larger packet sets, reinforcing this 
hypothesis. 

In the second set of tests we omitted gzip compression but 
looked at several more protocols. These tests were performed 
over actual Globalstar satellite links, and thus factored in 
satellite latency and Globalstar’s error-correction overhead. 
We compared RMI to raw TCP/IP sockets, scp (secure remote 
copy) and http (via the Linux “wget” utiltity); results are 
shown in Table 3. 
 
TABLE 3.  DATA TRANSFER TIME OVER GLOBALSTAR; SECONDS TO 
TRANSFER 1000 PACKETS (150 BYTES/PACKET) 

Method 10 
pkts/set 

100 
pkts/set 

500 
pkts/set 

1000 (max) 
pkts/set 

RMI 241 67 52 49 

Socket 294 64 50 48 

scp .dat.gz no data no data no data 43 

wget .dat.gz no data no data no data 40 

 
Note that the Globalstar link is even more sensitive to packet 
aggregation than over a direct serial link.  We believe that 
this is due to two complementary factors: 
 
• By sending the data in fewer pieces the TCP windowing 

algorithm can become very efficient since intermediate 
ACKs are not required until the entire transfer is done.  
Small packet aggregations require a sequence of small 
requests and responses, each of which must be ACK’ed 
before it can be delivered to the application. 

• Serialization efficiencies; the DevicePacketSets must 
each be serialized.  But the serialization information for 
the enclosed DevicePackets needs only to be included 

once in each set; all packets in the set can refer to the 
same serialization information. Thus, sending this 
serialization information once per 1000 packets is much 
more efficient than once per 10 packets. 

The tradeoff is that transferring these sets of packets is atomic.  
If the connection breaks in the middle of a packet set, the 
entire set must be transferred again in the next session.  Since 
satellite connections are often brief, a packet set that can be 
transferred in a minute or less is deemed an acceptable trade-
off. 
 
Note that scp and http were somewhat more efficient than 
RMI in transferring 1000 packets per set.  These protocols 
would have to be integrated into SIAM’s Java application 
code, and thus require some major changes to our software 
architecture.  If the efficiency gain were large, we would 
tackle this task. Given the limited time frame to solve our data 
transmission problems, the small gain was deemed not worth 
the effort. 
 
Finally, we tested changes to the PPP “deflate” parameter.  
This parameter adjusts the amount of space allocated to PPP’s 
compression dictionary.  It has a default value of 14, and a 
maximum value of 15.  Using RMI transfer over a 9600 bits 
per second direct serial line, with 100 packets per set, the 
results are: 
 
• Deflate 12 takes 52.3 seconds 
• Deflate 14 takes 47.0 seconds 
• Deflate 15 takes 47.0 seconds 
 
The rather surprising conclusions are: 
 
1. Efficiency of the RMI protocol is quite good, and 

replacing it with raw sockets provides no gain. 

2. Pre-compressing data packets with gzip decreases the 
overall protocol efficiency. 

3. Aggregating packets in large assemblages provides a 
remarkable efficiency gain, dwarfing the effects of the 
other approaches tried. 

4. Packet aggregation also obviates the necessity for custom 
serialization.  That is, with large enough aggregates of 
packets, the percentage represented by native Java 
serialization is so small that almost nothing would be 
gained by writing custom serialization routines. 

5. For this limited test, the default “deflate” parameter for 
PPP is just fine.  We hypothesize that in a more 
heterogeneous data environment, going up one step may 
be beneficial.  In any case, reducing the default is 
detrimental. 

In modifying our operational software to use the packet 
aggregation approach suggested by these tests, we decided to 
aggregate based on total number of bytes, rather than number 
of packets, since the packet size can vary widely between 
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instruments. The test data show that transfers become much 
more efficient with larger packet aggregations, with a marked 
improvement above 100 packets (15 Kilobytes).  Our new 
operational software provides a configurable aggregation size 
with a default of 32 Kilobytes.  This value was chosen because 
it will transfer in just over 30 seconds at the nominal 
Globalstar bit rate of 7800 bits per second, and thus will not 
represent a large loss if the link breaks. 
 

B. EFFICIENCY OF SHORE-SIDE PORTAL 

Analysis of portal logs and metrics revealed our initial portal 
implementation to be quite inefficient in its use of limited 
bandwidth, satellite availability and connection duration. In 
particular the portal algorithms did not efficiently deal with 
faults encountered during network operation, thereby 
incurring large TCP/IP timeouts and spending less time 
actually retrieving data.  These inefficiencies are reflected in 
the low values for “read duty cycle” and connection data rate 
shown in Table 1. For example, the portal did not tolerate 
failures in the at-sea Medusa network interface card, incurring 
TCP/IP timeouts exceeding nine minutes while waiting for 
unresponsive nodes. Given the short duration of many 
connections, just one failed Medusa could prevent processing 
of any other node before the satellite moved out of range. 
Even in fault-free operation, the sequential operations of 
waking a subnode, setting up a communications lease, 
resetting the node’s watchdog timer, synchronizing its clock 
and other steps prior to actually retrieving the node’s 
telemetry consumed nearly 20 percent of every satellite 
connection. Moreover the portal always processed subnodes in 
the same order; hence nodes at the front of the queue were 
downloaded frequently while those near the end often fell far 
behind when satellite connection performance was poor.  
 
The portal has been redesigned to implement a fail-fast 
approach to fault tolerance, permitting nodes to be processed 
in a timely way despite unresponsive nodes. By probing the 
HTTP port on a node, it is possible to quickly and reliably 
determine whether or not a subnode is awake and responsive; 
thus network routing failures are detected in a matter of 
seconds. Note also that the communications watchdog timer 
aboard each node asserts a hard reset after 24 hours of no 
contact with shore to resolve problems with the Medusa.  
 
In addition, node wakeup and preparation is now performed 
concurrently with data retrieval from other nodes.  Upon 
connection to the primary node, a separate thread is passed the 
list of the subnodes. For each subnode in the list, this thread 
sends 5 wakeup packets to the subnode’s Medusa. The 
subnode is then quickly probed as described above.  If the 
node fails to respond to the probe, processing simply moves 
on to the next subnode in the list. If the subnode does respond, 
a connection to the subnode is made and its address is placed 
in a synchronized data structure such that the main thread can 
use the connection immediately when ready. Thus multiple 
subnodes are awakened at the start of the satellite link prior to 

actually retrieving their data, leading to some power cost (see 
section V). For each connection, the wakeup thread processes 
the subnodes in alternating order. 
 
The portal’s main thread queries each SIAM instrument 
service on each node for its instrument telemetry. Instrument 
service software bugs could cause the portal thread to incur 
many minutes of waiting for the service to respond before 
finally timing out, in which case the satellite has usually 
moved out of range before other instruments and nodes can be 
processed. If the bug causes the service to time out on each 
attempt, the entire system can soon become severely back-
logged. As in the unresponsive node case, a fail-fast approach 
was implemented in the node infrastructure, and “crashed” 
instrument services now timeout in just a few seconds. Thus 
while telemetry from that instrument is lost until the bug is 
fixed, at least other instruments and nodes can be processed.  
 
In general the new portal robustly discriminates between 
different kinds of failures and handles them appropriately. 
Thus failure of a single instrument service or node connection 
does not preclude processing of other nodes, whereas 
premature disconnection of the satellite link causes the portal 
to gracefully terminate its activity and prepare for the next 
satellite connection.  
 
To reduce communications overhead, several separate 
network transactions that prepare a node for telemetry 
retrieval were coalesced into a single function call. The 
communications leasing scheme was also simplified, further 
reducing overhead; instead of renewing its lease every five 
minutes, the portal now requests a single hour-long lease, and 
terminates its lease when processing of the node is complete.  
 
With these improvements in place, the portal now utilizes 
connections more efficiently; high data volume tests yielded 
portal “read duty cycle” values exceeding fifty percent, a 
significant improvement (see Table 5). 
 

C. LINK REASSERTION ALGORITHM 

The at-sea primary node wakes up every 20 minutes from low-
power idle state, powers on the Globalstar satellite modem, 
and attempts to establish a network link to shore.  If all forty 
Globalstar satellites were fully functional, nearly every 
attempt would result in a satellite connection.   In practice, we 
observe that fewer than half of our satellite connection 
attempts result in a successful connection, reflecting the fact 
that the Globalstar constellation is currently experiencing 
serious technical difficulties that limit satellite availability. 
Moreover, many connections terminate unexpectedly before 
telemetry retrieval is complete. 
 
To deal with limited satellite availability, the primary node’s 
connection algorithm now aggressively attempts to establish a 
link. Every 20 minutes the node powers on the modem and 
tries multiple times to establish a connection, giving up only 
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after a preset maximum number of tries. Moreover, if an 
existing link is broken before the on-shore portal terminates its 
communications lease, the surface node immediately makes 
multiple attempts to reestablish the link. In accordance with 
Equation 2, this strategy adaptively modifies duty cycle f to 
eliminate backlog and keep up with data logging. 
 
TABLE 4.  EFFECT OF ASSERTIVE CONNECTION ALGORITHM 
 Non-assertive Assertive 

Connection duty cycle 0.24 0.65 

Mean connect interval 46 min 17 min 

Mean connection duration 11 min 12 min 
 
Link reassertion test results are shown in Table 4. The non-
assertive algorithm was originally deployed on MOOS and did 
not try to reassert a broken connection. In contrast, the 
assertive algorithm makes up to 25 attempts to re-establish a 
broken connection during this test in order to maximize 
connection time. 
 
The assertive algorithm yields a significant increase in 
connection duty cycle, while mean connection duration is 
unchanged, as expected. The increased number of connection 
attempts carries a power penalty. As incorporated into the at-
sea node software, the assertive algorithm’s maximum number 
of retries can be configured in accordance with the system 
power budget. 
 

V. RESULTS AND DISCUSSION 

By March 2007, the software upgrades outlined above were 
implemented.  We conducted extensive tests of the new 
software on our laboratory MOOS network and portal test-bed, 
focusing on backlogged state in order to measure maximum 
performance of the system. Representative results of these 
tests are shown in Table 5 in the column labeled “After 
upgrade (backlogged, in lab)”. All key metric values show 
significant improvement. In particular, the daily data rate of 
32.5 Megabytes per day represents a more than 10-fold 
improvement. Our individual tests showed daily data rate 
varying over a wide range, from about 9 to more than 60 
Megabytes per day. At least some of this variability may be 
due to changes in the health and configuration of the 
Globalstar constellation, as satellite orbits are adjusted in an 
attempt to compensate for the rapidly degrading S-band 
amplifiers [2]. 
 
Following verification on the lab system, we upgraded 
software on the deployed MOOS system. After retrieving and 
clearing the backlogged data from the nodes via high-speed 
radio during a ship visit to the mooring, the new software was 
installed and the system restarted in April 2007. Since that 
time, the deployed system has easily kept pace with the 
current logging rate of ~2.3 Megabytes per day. As a result, 
the system has not become backlogged. Later in 2007 the 
logging rate may increase significantly, approaching 5 
Megabytes per day, as another seafloor node and more 
instruments are installed. 
 

 
 
 
TABLE 5. KEY METRIC VALUES MEASURED BEFORE AND AFTER SOFTWARE IMPROVEMENTS 

Metric Definition Before upgrade 
(backlogged, at sea) 

After upgrade 
(backlogged, in lab)  

 

Connection data rate 
Payload data bytes retrieved 
during connection divided by 

connection duration 
3956 bps  6575 bps 

Daily data rate Payload data retrieved per 
day ~2.5 MB/day 32.3 MB/day 

Connection duty cycle Fraction of time satellite link 
is connected 15% 42% 

Payload fraction Payload data as fraction of 
total bytes received ~53% 81% 

Read duty cycle Fraction of time data is being 
retrieved during a connection 26% 55% 
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Data transfer becomes much more efficient when the system is 
backlogged as illustrated in Figure 2.  However, when in 
steady state, only a few packets are retrieved from each 
instrument during a connection; the data packet sets are small, 

the protocol overheads and compression inefficiencies are 
relatively high and the payload bit rate is low.  The effective 
throughput goes up almost linearly with packet set size up to 
about 100 Kilobytes (Figure 2).  
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FIGURE 2.  PAYLOAD DATA BIT RATE VERSUS NUMBER OF  BYTES 
TRANSFERRED PER TRANSACTION (BACKLOGGED, IN LAB) 
 
 
Note that in Figure 2 payload bit rate goes as high as forty 
Kilobits per second, about five times higher than the 7800 bits 
per second supported by Globalstar.  The chart shows amount 
of payload transferred, after compression.  In other words, a 
5:1 ratio was gained by effective use of PPP compression (the 
largest packets were large metadata packets, as ASCII XML 
data, which is very compressible). 
 
Fault-tolerant efficient fail-fast design 
The initial software implementation was not tolerant of the 
failures that occur within elements of the telemetry link. 
TCP/IP protocol comes with many benefits and off-the-shelf 
solutions. However, TCP/IP applications are optimized for 
hard-wired network connections between desktop machines, 
rather than slow intermittent links that are subject to large 
latencies and unpredictable disconnection. In particular the 
long default TCP/IP timeouts can lead to cascading telemetry 
backlogs, so developers must utilize faster methods of 
determining link status. Network transaction overhead that is 
negligible on a 10Base-T connection can consume a 
significant amount of precious connection time on the satellite  
link; hence network transactions must be carefully designed 
for efficiency. 
 
 

 
 
 
 
 
The software now implements a fail-fast design using more 
robust algorithms and strategies to mitigate system faults. For 
example, the portal quickly detects an unresponsive node or 
instrument service and moves on to the next almost 
immediately. While this approach does not address the root 
cause of this failure mode, it does minimize its impact.  
 
 
Power costs 
The cost for these telemetry upgrades is higher power 
consumption. When a backlog exists in the current 
implementation, multiple subnodes are left  powered on while 
waiting to be downloaded.  If we assume three waiting 
subnodes, this extra cost amounts to approximately 120 Watt-
hours per day, or 18.5% of total system power consumption.  
 
There is also a power cost associated with the link reassertion 
algorithm described in section IV C. The Globalstar modem 
draws 4.8 Watts [3]. Assuming a maximum connection duty 
cycle of 0.42, the power spent on failed connection attempts 
would be 0.58 x 24 hours x 4.8Watts = 67 Watt-hours per day, 
or about 7% of total system power usage. Note that Globalstar 
begins accruing satellite airtime only after a PPP connection is 
established, and so the  link reassertion algorithm does not in 
itself result in an additional airtime cost.  
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V. FUTURE DIRECTIONS 

We are currently able to retrieve all MOOS data through 
Globalstar. However, this may not continue to be true if the 
satellite constellation continues to degrade. Depending on the 
future availability of Globalstar service we may have to 
consider alternative technologies. The limiting requirements 
are that the communications system must be efficient in 
electrical energy per bit, have a capacity of at least 10 
Megabytes per day and incorporate an antenna system that can 
perform reliably on a constantly pitching platform such as a 
buoy. 
 
Future alternatives include Iridium and three new high-
bandwidth satellite communications systems: the INMARSAT 
BGAN system, the Hughes Network Systems Spaceway 
network, and the Globalstar II network. All three of these 
systems are either actively under development or deployed.  
 
There are also upgrades we could undertake to further 
optimize our use of the current Globalstar satellite 
constellation. For example, we can predict when any satellite 
will be visible from the MOOS primary node based on orbital 
elements published by the US government. Using test 
equipment supplied by Globalstar, we are able to determine 
which of those satellites can actually provide a reliable 
connection. Thus, the primary node could save significant 
power by turning on the modem only when a reliable satellite 
is in view, rather than the current scheme of multiple 
connection attempts whether or not there is a functional 
satellite available. An additional satellite modem could be 
installed on the MOOS surface node and the data path could 
be trunked, doubling the data throughput. The cost and energy 
required per bit remains the same. The Globalstar airtime cost 
structure supports this option with bundling of user terminals 
in shared accounts.  
 

VI. CONCLUSIONS 

Reliable and relatively high-bandwidth two-way 
communications linking buoys to shore are a critical 
component of ocean observing systems. The current gaps in 
Globalstar satellite coverage are a significant problem for 
users. For machine-to-machine telemetry applications, 
software algorithms that efficiently overcome the gaps in 
satellite coverage of the Globalstar network can still return 30 
Megabytes per day with satellite availability of about 40 
percent. With efficient code design Globalstar remains a 
viable buoy telemetry option due to low airtime costs of about 
14 cents per minute for data services or about $3000-$5000 
annually for five Megabytes of telemetry per day. This 
compares favorably with the equivalent Iridium service 
costing around $70,000 per year for airtime. In addition, 
Globalstar has demonstrated a capacity to transfer large daily 
data sets. 
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